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Exploration - Variable Overview

Is a person’s annual income above 50K?



Exploration - Variable Overview



Exploration  - Variable Overview

Independent Variables Dependent Variable

Numerical (6-many) Categorical (8-many) Categorical
• Age
• Fnlwgt
• Education-num

(categorical ordinal)
• Capital-gain
• Capital-loss
• Hours-per-week

• Workclass
• Education
• Marital-status
• Occupation
• Relationship
• Race
• Gender
• Native-country

• Income: >50K, <=50K



Exploration  - Variable Overview 

• dataset.describe() • age: range from 17 to 90

• fnlwgt: finalweight from 12285 to 
1490400

• education-num: 1 to 16

• capital-gain: income from investment 
sources, apart from wages/salary, 0 to 
99999

• capital-loss: losses from investment 
sources, apart from wages/salary, 0 to 
4356

• hours-per-week: 1 to 99



Exploration  - Missing Values

• Missing values in the dataset, denoted by “?”
• Approximately 3500 records with missing values:

Workclass
Occupation
Native-country
• Solution:

- Treat them as missing category(others)



Highly skewed distribution
Solution: grouping some categories

Exploration  - Distributions



Exploration  - Distributions

Still skewed but better



Exploration  - Distributions



Exploration  - Distributions



Exploration  - Distributions



Exploration  - Distributions



Exploration - Distributions



Exploration  - Distributions



Exploration  - Distributions



Exploration  - Correlation



Exploration  - Correlation

They are strictly corralated.
Solution: omit education

Education vs Income Education-num vs Income



Relationship vs IncomeGender vs Income

Males are likely to be husbands, and Females are likely to be wives.

Exploration  - Correlation



Exploration  - Scaling

Ranges:
age: 17 – 90
workclass: 0 – 1
fnlwgt: 12285 – 1490400
education-num: 0 – 16
marital-status: 0 – 1
occupation: 0 – 13
relationship: 0 – 5 

race: 0 – 1
gender: 0 – 1
capital-gain: 0 – 99999
capital-loss: 0 – 4356
hours-per-week: 1 – 99
native-country: 0 – 1

Scaling is definetely needed



Modelling

• Encode using get_dummies
get_dummies: encodes the object variables and creates dummy 
variables with appropriate column names
label_encoder and one_hot_encoder: we need to encode each 
column and create their dummy variables one variable at a time. 
• Dummy trap
• Test_size = 0.2
• Scale



Modelling - Logistic Regression 
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Evaluation - P-values

for x16 we have 0.633
so we'll remove 16

for x8 we have 0.487
so we'll remove 8



Evaluation - P-values

for x13 we have 0.368
so we'll remove 14

for x11 we have 0.057
so we'll remove 12



Evaluation - P-values

all below 0.05, stop the 
elimination process



Modelling - Logistic Regression 
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Modelling - Random Forest (entropy)
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Random Forest Entropy Accuracy



Random Forest Entropy Recall



Modelling - Random Forest (gini)
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Modelling - Knn (5nb)
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Modelling - Knn (15nb)
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Knn Recall



Evaluation - Compare Models

• For all of the classifiers, the main problem was not being able to 
detect positive values. We see this by looking at the recall for the test 
set. Mostly, the negative values are predicted as negative but the 
positive values are predicted as negative as well. The main reason 
could be the skewness of the output variable. 
• For the logistic regression, we see that changing the split doesn’t 

affect the result, and also the precision and recall rates for test and 
train sets are similar as well as the confusion matrices. So, I believe 
that the classifier generalizes well. 



Evaluation - Result

• Do you think the model generalizes well or memorizes?
For the logistic regression models, proportions of the confusion 
matrices are similar, precisions for the test & train sets are almost the 
same; so the model generalizes well.
• Does the model produce different confusion matrices with each split?

Yes but the proportions are similar. (Logistic Regression)


